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Abstract

Semantic segmentation is the task of assigning a class label to every pixel
in an image. It can accurately recognize complex images, such as urban
scenes, and is applied in various elds including robotics and satellite image
analysis. However, training for semantic segmentation requires pixel-level
annotations and extensive computational resources. Furthermore, super-
vised learning depends on prede ned category sets, making detecting rare
or entirely new classes challenging during prediction. This thesis proposes
new methods to address tasks such as active learning, unsupervised domain
adaptation, and open vocabulary semantic segmentation. Chapter 1 presents
the status and issues of semantic segmentation and de nes the problem and
objectives of this research. Chapter 2 reviews existing methods for improv-
ing learning e ciency in semantic segmentation. Chapter 3 introduces a
model that can reduce annotation costs more e ectively in terms of accuracy
and time than traditional methods by active learning using an uncertainty
metric calculated from the model’s output. Chapter 4 proposes a new unsu-
pervised domain adaptation method to reduce annotation costs and achieves
state-of-the-art results by making the model more robust to the target do-
main by minimizing the uncertainty calculated from the model’s output as a
loss. Chapter 5 analyzes the internal features of pre-trained di usion mod-
els, explores their applicability in semantic segmentation, and proposes a
new method that enables e ective segmentation without additional training
or annotations, demonstrating the superiority of this method in open vocab-
ulary semantic segmentation performance compared to traditional methods.
Chapter 6 proposes a new approach that uses external database searches to
identify cluster categories, enabling open vocabulary semantic segmentation
without dependence on prede ned classes, additional learning, annotations,
or guidance, and to demonstrate the superiority of this method in open vo-
cabulary semantic segmentation performance compared to traditional meth-
ods. Chapter 7 summarizes the results of this work and discusses future
work. This thesis develops several new approaches to optimize the learn-



ing costs associated with semantic segmentation, such as annotations and
computational resources. The methods proposed in this study are e ective
in practical applications and are particularly bene cial in situations where
annotation costs are high or where specialized knowledge is required.
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Chapter 1
Introduction

In this chapter, we rst introduce the positioning and challenges of semantic
segmentation within the eld of computer vision, followed by the problem
de nition and research objectives of this study. Afterward, we summarize
the structure of this thesis.

1.1 Semantic Segmentation

Image recognition is a key task in the eld of computer vision. Several meth-
ods for recognizing images include image classi cation, object detection, and
semantic segmentation. Image classi cation involves recognizing objects de-
picted in an image, while object detection can roughly identify where objects
are located within the image. Semantic segmentation goes further by recog-
nizing objects at the pixel level. Figurel.1 shows examples of these tasks;
notably, object detection uses bounding-box-based recognition to roughly
identify an airplane in the image, whereas semantic segmentation allows for
the recognition of the airplane and its background on a pixel-by-pixel basis.
Semantic segmentation is critical in applications where not only the presence
of an object is necessary, but also a precise understanding of its shape and
boundaries. For example, in medical image analysis, accurate segmentation
is essential for diagnosing diseases and formulating treatment plans. Simi-
larly, in autonomous driving, understanding the exact location of obstacles



Figure 1.1 Input image and outputs for each image recognition task.
In general classi cation tasks, the output is the class name of the
object mainly featured in the image. In object detection, the
output includes both the location in the image and the class name
of the object. In semantic segmentation, each pixel is assigned and
outputs an object class. In supervised learning, the class names for
these tasks are chosen from a prede ned set of multiple candidates,
regardless of the task.



Method Training | Annotation | Uncertainty | Guidance Open
Free Free Metric Free Vocabulary

Active learning (Sec3) 50% f E’

Unsupervised domain - 100% F v -
adaptation (Sec4) _ _
MaskDi usion (Sec5) " 100% - - "
Unsupervised MaskD- F 100% - - F

i usion (Secb) _ _ _

TAG (Sec6) F 100% - v F

Table 1.1 Relationships among proposed methods. Classi cation of

proposed methods into ve categories: training-free, annotation-free,
uncertainty metric, guidance-free, and open-vocabulary.

and other vehicles on the road is crucial for safe driving.

Semantic segmentation implementations widely employ deep learning tech-
nologies, particularly Convolutional Neural Networks (CNN) and Vision Trans-
formers (VIT) [
capabilities, have signi cantly contributed to advancements in this eld.
CNN and VIT enable end-to-end prediction of pixel-level labels directly
from images, yielding results that are visually and intuitively understand-

]. These models, based on their robust feature extraction

able. However, there are several challenges associated with this approach.
Achieving high-quality segmentation requires a large amount of pixel-level
annotation, which is a time-consuming and costly task. Additionally, the
training process involves high computational costs, making the development
of e cient model training methods crucial. Furthermore, conventional super-
vised learning depends on a prede ned set of categories, making it di cult
to annotate and learn the speci c categories of individuals, buildings, proper
nouns, and more. This study proposes a new approach to address these
challenges associated with training in semantic segmentation.



Figure 1.2 Typical pool-based active learning cycle. In each iteration, a
task model is trained using labeled images. After training,
unlabeled images are selected based on the model's inference and
then labeled by an oracle. This cycle is repeated until the model's
performance meets the user's requirements or the budget is
exhausted.

1.2 Problem De nition and Research Objec-
tives

This thesis addresses the e ciency of training costs associated with semantic
segmentation. Training for semantic segmentation requires pixel-level anno-
tations and substantial computational resources. Additionally, supervised
learning relies on a prede ned set of categories, which makes it challenging
to detect rare or entirely new classes during prediction. We shows the rela-
tionships among the proposed methods in Tablé.1 Below, we present the
objectives for each problem tackled in this thesis.



1.2.1 E ciency of Annotation through Active Learn-

ing
Active learning, as illustrated in Figure 1.2 involves selecting the most in-
formative images from a pool of unlabeled images for model training, having
those selected images labeled by an Oracle (annotator), and then adding the
labeled images to the labeled pool to update the task model. This process is
repeated until the model's performance meets the requirements or the budget
is exhausted.

In this study, we propose a method to select the most e ective images from
the unlabeled pool within the framework of active learning. Our approach
uses an uncertainty sampling strategy to determine the most e ective images.
Uncertainty sampling is a method that involves labeling data with the highest
uncertainty during task model inference. Recently, traditional methods using
uncertainty sampling have been prevalent, with approaches using Variational
Autoencoders (VAE) 2, 20, 21, 22, 23], and deep learning models estimating
loss (learning-loss) to select uncertain images ifi4].

These prior studies often result in complex and ine cient pipelines that
are dicult to operationalize. Speci cally, the task model and the uncer-
tainty computation model operate independently, making it challenging for
the task model to select truly necessary images. Additionally, there are issues
with an increased number of computational nodes and longer computation
times, which can deviate from the goal of e ciency in annotation.

The objectives of this study are: (1) to reduce annotation costs using an
active learning method that employs an uncertainty indicator computable
from model outputs, and (2) to propose a model that can reduce annotation
costs more e ectively in terms of accuracy and time than traditional methods.

1.2.2 E ciency of Annotation through Unsupervised
Domain Adaptation

While active learning can improve annotation e ciency in semantic segmen-
tation, it still requires annotations. Semantic segmentation, which involves



Figure 1.3 Overview of unsupervised domain adaptation. Training is
performed using synthetic data that does not require annotation,
and evaluation is conducted on real images.

assigning class labels to every pixel in an image, has higher annotation costs
than other tasks. Therefore, we propose a method using uncertainty for
unsupervised domain adaptation, which does not require any annotations.

Unsupervised domain adaptation is a task aimed at adapting models
trained on synthetic data, as illustrated in Figurel.3, to real-world data with-
out needing costly annotations on real images. The training data consists
of images and their correct labels generated by a game engine, eliminating
the need for manual annotation. However, training on source data (synthetic
data) using conventional supervised learning methods can lead to signi cant
performance degradation due to domain di erences with the target data (real
image data).

The objectives of this study are: (1) to reduce annotation costs by mini-
mizing the uncertainty calculated from model outputs as a loss using a new
unsupervised domain adaptation method, and (2) to enhance existing un-
supervised domain adaptation methods by adding this approach, thereby
creating a more robust model for the target domain and achieving state-of-



Figure 1.4 Overview of applying pre-trained di usion models. Capable
of segmenting a wide range of classes, including proper nouns, in
an open vocabulary without the need for additional training.

the-art results.

1.2.3 Applying Pre-trained Diusion Models to Se-
mantic Segmentation

While active learning and unsupervised domain adaptation can improve an-
notation e ciency, semantic segmentation still requires annotations and ex-
tensive training. Therefore, we propose a method that applies pre-trained
image generation models to semantic segmentation, eliminating the need for
data preparation or additional training.

This method, as illustrated in Figure 1.4, involves inputting an image
and the class names for segmentation into a pre-trained di usion model.
This allows for the extraction of features from the di usion model without
additional training, enabling the segmentation of a wide range of classes,
including proper nouns, in an open vocabulary.

In this study, we (1) analyze the internal features of pre-trained di u-
sion models to explore their potential applications in semantic segmentation,
(2) propose a new method that achieves e ective segmentation without ad-
ditional training or annotation, and (3) demonstrate the superiority of our



Figure 1.5 Comparison between segmentation methods that do not
require the input of class hames (guidance) and
conventional methods.  Our approach eliminates the need for
additional training and guidance, enabling the segmentation of a
wide range of classes, including proper nouns, in an open
vocabulary.

method over conventional techniques in performing open vocabulary seman-
tic segmentation across various image domains.

1.2.4 Guidance-free Open Vocabulary Semantic Seg-
mentation

Traditional open-vocabulary semantic segmentation methods allow for the
segmentation of a wide range of classes but require the input of class names
(guidance) as candidates. This involves inputting candidates that include
the class names of objects appearing in the image, which means it is not
entirely annotation-free. To address this, we propose a new approach using
a pre-trained CLIP model [L1] and retrieving open-vocabulary classes from



an external database.

As shown in Figure 1.5, this method proposes a new open-vocabulary
semantic segmentation technique that does not require additional training,
annotation, or guidance. It solves the issue with conventional methods where
manual input of candidate classes is necessary.

In this study, we (1) propose a new approach that achieves open-vocabulary
semantic segmentation without reliance on prede ned classes, additional
training, annotation, or guidance by searching cluster categories from an
external database, and (2) demonstrate the superiority of our method over
traditional techniques in performing open vocabulary semantic segmentation
across various image domains.

1.3 Publication List

The publication list by the author and the related thesis chapters are as
follows:

1. Yasufumi Kawano, Yoshiki Nota, Rinpei Mochizuki, and Yoshimitsu
Aoki. Non-deep active learning for deep neural networksSensors
Vol. 22, No. 14, p. 5244, 2022 (Chapter 3)

2. '0«™ " a>ul , ID\ , hee[—- . Active learningtSZ” /&£ -
T+i0¢-Rt'"ZEA"34i®p= . "u»fqg¥% , Vol 88,
No. 2, pp. 211{216, 2022 (Chapter 3)

3. 7G«™ , Ga>pl , he[~ . £-1Qéut*"-UiAVY¢« -
YiA"3aiw-£AAY i& . "u»Tq¥% ,Vol. 89, No. 12,
pp. 921{925, 2023 (Chapter 4)

4. Yasufumi Kawano and Yoshimitsu Aoki. Maskdi usion: Exploiting
pre-trained di usion models for semantic segmentationlEEE Access
Vol. 12, pp. 127283{127293, 2024 (Chapter 5)

5. Yasufumi Kawano and Yoshimitsu Aoki. Tag: Guidance-free open-
vocabulary semantic segmentationlEEE Access Vol. 12, pp. 88322{
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88331, 2024 (Chapter 6)

1.4 Structure of This Thesis

Chapter 1 discusses the background of semantic segmentation, which is the
subject of this study, and describes four problem settings addressed. Chap-
ter 2 explains the related research and underlying technologies relevant to
these issues. Chapter 3 discusses the e ciency of annotation through active
learning. The main content of this chapter is based on ndings published
in [25, 26]. Chapter 4 discusses the e ciency of annotation through unsu-
pervised domain adaptation. The main content of this chapter is published
in [27]. Chapter 5 describes the application of pre-trained di usion models
to semantic segmentation. The main content of this chapter is published in
[2€]. Chapter 6 discusses guidance-free open-vocabulary semantic segmenta-
tion. The main content of this chapter is based on ndings published in?[].
Chapter 7 presents the conclusions of this thesis.
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Chapter 2

Related Works

2.1 Active Learning

There are three main scenarios for active learning(]: The rst is mem-
bership query synthesis, which generates valid data for model training. The
second is stream-based selective sampling, which sifts the data to label or
discard. The third is pool-based sampling, which selects the most e ective
images for model learning from an unlabeled pool of data. Of the three,
pool-based sampling, shown in Figurg.2, is the most common¥, 20, 23, 24,

, 37]. Speci cally, a representative image is selected from a large amount
of unlabeled data and annotated by an oracle (called the annotator), thus
becoming the labeled data. There are multiple approaches to using pool-
based sampling.

Some studies focus on how to map the distance of a distribution to the
information content of data points [33, 34, 35], while others estimate the
diversity of a distribution by observing the gradient B€], future errors [37],
or changes in the output of the trained modeldd). However, these methods
are computationally ine cient for current deep networks and large datasets.

To solve this problem, active learning methods?[ 20, 21, 22, 23, 24]

e ective for deep networks and large datasets have appeared. Ref/][pro-
posed the learning-loss method. Their model consists of a task module and
a loss prediction module that predicts the loss of the task module. These
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two modules are learned simultaneously, and the loss prediction module is
trained to estimate the target loss for unlabeled samples based on mid-layer
feature information as a proxy for model uncertainty. Since the accuracy of

loss prediction is a ected by the performance of the task module, there is

a disadvantage that if the task module is inaccurate, the predicted loss will

not re ect how informative the sample is.

The methods that have become mainstream in recent years are those that
use adversarial training P, 20, 21, 22, 23. In these methods, a variational
autoencoder (VAE) reduces an image to a low-dimensional representation,
and the discriminator determines whether the obtained representation was
derived from a labeled or unlabeled image. By training the VAE and dis-
criminator adversarially, we can select images from the unlabeled data pool
that have features that the model has not yet seen. Because these methods
sample images based on image features, they not only have the advantage of
performing task-independent active learning, such as classi cation and seg-
mentation but also the disadvantage of taking more time than task learning.
SRAAL [7] is an improved method of VAAL 2(]. By relabeling the out-
put of the discriminator with an online uncertainty indicator (OUI), SRAAL
achieves a better selection of uncertain images than VAAL. We think that
the contribution of SRAAL is more in OUI than in VAE. OUI is used to rela-
bel the discriminator, which is the same as distilling the discriminator at the
output of OUI. In other words, the contribution that represents uncertainty
can be found in the OUI. The veri cation of this hypothesis is one of the
signi cant aspects of our research.

TA-VAAL [ 273 is one of the state-of-the-art methods that combine VAAL{(]
and learning-loss{4]. By changing the task-learning-based loss prediction to
ranking loss prediction and embedding normalized ranking loss information
into VAAL using a ranking-conditional generative adversarial network, the
data distribution of both labeled and unlabeled pools is taken into account.
Some methods use VAE], 40] or GAN [41, 47] to generate new images that
are more informative for the current model. However, these synthesis meth-
ods have disadvantages such as high computational complexity and unstable
performance {].
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These studies rely on specialized learning methods such as adversarial
learning. This tends to result in complex and ine cient pipelines that are
di cult to use in practical applications. Speci cally, they have a model
for computing uncertainty in addition to the task model, and since these are
independent of each other, it is di cult for the task model to select the images
it needs, and the number of computation nodes is large, which increases the
computation time. The disadvantage of the time required is that it detracts
from the objective of improving the e ciency of annotation.

To solve this problem, Refs.44, 45, 46] have been proposed to compute
uncertainty algorithmically, using only task model learning. These methods
do not require learning to predict uncertainty, making them easy to use in
practice. We propose an uncertainty indicator generator (UIG), which is an
algorithmic method similar to these methods.

The uncertainty sampling approach 47, 48] annotates the data with the
highest level of uncertainty in the results when inferring the model. Essen-
tially, uncertainty is the degree to which the model cannot recognize the
image. In other words, a sample that is closer to the decision boundary of
the model can be regarded as more uncertaiiq] 50]. Therefore, our study
focused on selecting samples around the decision boundary.

2.2 Unsupervised Domain Adaptation

Unsupervised domain adaptation aims to adapt models trained on synthetic
data to real-world data without the need for costly real image annotations.
To acquire the target domain, unsupervised domain adaptation techniques
include adversarial learning methods5[l, 57] and self-learning methods3,

]. Adversarial learning aims to align the distributions of the source and
target domains as seen in GANs. Self-learning methods train the network
using pseudo-labelssf] for the target domain. Most unsupervised domain
adaptation processes involve pre-computing pseudo-labels oine and then
repeating the model training process.

In self-learning methods, pseudo-labels utilize pixels whose predictions
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Table 2.1 Relationships among related studies. Classi cation of related
studies into four categories: training-free, annotation-free,
guidance-free, and open-vocabulary.

Method Pretrained Training | Annotation | Guidance Open
Backbone Free Free Free Vocabulary

Traditional Semantic Segmentation

DeepLab (7] ‘

Unsupervised Segmentation

STEGO [9] DINO [5] v v

HP [59] DINOV2 [1(] P P

Open Vocabulary Segmentation

ODISE [60] StableDi usion [15] - v

MaskCLIP [3] CLIP [11] P P P

Our method (Sec5) StableDi usion [15] P P P

Zero-Guidance Segmentation

ZeroSeg [ CLIP[11]& DINO[58& GPT-2[61] v F " v

SelfSeg §7] BLIP[67 & X-Decoderf] P P P

Our method (Sec6)|  CLIP[11] & DINOV2[1(] P P P P

are su ciently reliable. [56] proposed constraining the model to generate
high-con dence predictions by minimizing the entropy of the predicted val-
ues, instead of using high-con dence pixels. While&§] uses entropy as a
measure of reliability, this study employs a metric shown to measure relia-
bility more accurately than entropy in Active Learning, allowing for further
improvements in accuracy beyond previous research.

2.3 Unsupervised Learning and Open-Vocabulary
Semantic Segmentation

Unsupervised semantic segmentatiors,[59, 65, 66] is the task of performing
semantic segmentation without using supervision. STEGG][ and HP [59
use a two-layer structure comprising a backbone and a head, where the back-
bone is trained using the unsupervised learning method DING{] to extract
image features that are then used to optimize the segmentation model's head.
However, a challenge with unsupervised semantic segmentation is that al-
though it clusters images by class, it cannot speci cally identify each cluster's
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class.

Open-vocabulary semantic segmentatiors] 7, 67, 68, 69, 70, 71] is the
task of segmenting objects across domains without being limited to prede-
ned categories. MaskCLIP E], GEM [7] and CLIPSeg [, based on the
CLIP [17] visual language model, have advanced open vocabulary seman-
tic segmentation. In particular, MaskCLIP [3] and GEM [7] segment various
categories without additional training. These two approaches, reducing anno-
tation and training costs and overcoming category limitations, have inspired
a new direction in our research, motivating us to explore similar problem
formulations. Furthermore, ODISE [(] has extended the capabilities of pre-
trained di usion models, incorporating additional training of a segmentation
network to achieve open-vocabulary panoptic segmentation. The application
of image generation models to segmentation is discussed in detail in 31

Table 2.1 classi es related studies based on four criteria: the pre-trained
models used, the necessity of additional training, the necessity of text in-
put (quidance) for segmentation, class identi ability across images, and the
ability to perform open-vocabulary segmentation.

This study aims to propose methods that do not require annotations
and additional training for semantic segmentation, building on the use of
pre-trained models in unsupervised semantic segmentatiod, (9] and the
training-free segmentation methods in open-vocabulary semantic segmenta-
tion [3, 7].

2.3.1 Generative Models for Segmentation

The use of image generative models, including Generative Adversarial Net-
works (GAN) [41, 42, 72, 73, 74, 79 and di usion models [0, 76, 77, 78§,

, 80, 81, 82, 83, has been a focal point in various prior studies con-
cerning semantic segmentation. DDPMSeg'{] revealed that a generative
model's internal representation correlates with visual semantics, aiding se-
mantic segmentation but limited to a prede ned set of labels. Addressing
this, ODISE [60] enables panoptic segmentation with open vocabularies. Di -
Seg B, similarly to our method, provides unsupervised segmentation with-
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out additional training by using KL divergence in UNet's self-attention maps
for segmentation, but it cannot consistently map the same class to the same
index across images.

Several methodologiest, 76, 77, 78, 79, 8(] have leveraged di usion
models as a foundational backbone for segmentation tasks, often incorporat-
ing additional models and training to facilitate the segmentation process.

In alignment with the existing research landscape, we propose an open-
vocabulary semantic segmentation method without additional training.

2.4 Zero Guidance Semantic Segmentation

Open-vocabulary semantic segmentation faces the challenge of requiring guid-
ance (the names of classes to be segmented). This study aims to enable open-
vocabulary semantic segmentation without such guidance. Concurrently, Ze-
roSeg [ 3 utilizes ZeroCap B4], which combines the CLIP [ 1] features with

the language model GPT-241] to generate captions. This involves tuning a
portion of GPT-2 [6]] to t the prompt "Image of a ...", ensuring the text
closely matches the image according to CLIPL[]'s understanding.

SelfSeg§”] achieves zero-guidance semantic segmentation by segmenting
internal features obtained from the image-to-text model BLIP §3] using X-
Decoder p4].

However, SelfSegd] requires additional training, and ZeroSeg![] still
has room for performance improvement. This study hypothesizes that the
challenges of ZeroSed.}] are linked to the performance of ZeroCaps{]
and proposes a new approach that retrieves candidate class names from a
database to estimate class names for each segment.

2.5 Text Retrieval from CLIP Embedding

In natural language processing, retrieving information from external databases
has been shown to boost the performance of large language modeis §6,
]. This concept is also explored in computer vision, particularly for ad-
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dressing class imbalance by using databases to retrieve training samples or
image-text pairs. RAC B¢] and VIC [89] achieved image classi cation with-
out relying on prede ned classes by utilizing an external database. It has the
advantage of low memory consumption because it only uses captions from
databases like Public Multimodal Datasets (PMD) {7] collecting image-text
pairs from di erent public datasets.
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Chapter 3

E ciency of Annotation
through Active Learning

One way to improve annotation e ciency is active learning. The goal of
active learning is to select images from many unlabeled images, where la-
beling will improve the accuracy of the machine learning model the most.
To select the most informative unlabeled images, conventional methods use
deep neural networks with a large number of computation nodes and long
computation time, but we propose a non-deep neural network method that
does not require any additional training for unlabeled image selection. The
proposed method trains a task model on labeled images, and then the model
predicts unlabeled images. Based on this prediction, an uncertainty indica-
tor is generated for each unlabeled image. Images with a high uncertainty
index are considered to have a high information content and are selected for
annotation. Our proposed method is based on a very simple and powerful
idea: select samples near the decision boundary of the model.

In this study, we reduce annotation costs using an active learning method
that employs an uncertainty indicator computable from model outputs, and
propose a model that can reduce annotation costs more e ectively in terms
of accuracy and time than traditional methods.
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3.1 Overview of the Proposed Method

Figure 3.1 Model of our proposed method. The red arrows show the path
for the unlabeled images, and the blue arrows show the path for
the labeled images. The labeled images are used to train the task
model. Using the output of the trained task model, the uncertainty
indicator generator (UIG) outputs the uncertainty indicator for
unlabeled images. Unlabeled images with high uncertainty are
labeled rst.

Active learning involves selecting the most informative images from a
pool of unlabeled images for model training, having those selected images
labeled by an Oracle (annotator), and then adding the labeled images to the
labeled pool to update the task model. This process is repeated until the
task model's performance meets the requirements or the budget is exhausted.

As shown in Figure 3.1, the proposed method is based on pool-based
uncertainty sampling in Active Learning. Typically, tasks include classi -
cation, multi-label classi cation, and semantic segmentation; however, this
study speci cally targets semantic segmentation.

In Figure 3.1, the red arrows indicate the path of unlabeled images, while
the blue arrows indicate the path of labeled images. Initially, the task model
is trained using a small set of labeled images. Subsequently, images from the
unlabeled pool are input into the Uncertainty Indicator Generator (UIG)
using the trained task model, producing an uncertainty score for each image.
The top K uncertain images are selected, annotated, and added to the labeled
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Algorithm 1 Sampling from Uncertainty Indicator
Input: D_: labeled data pool,Dy: unlabeled pool,T: random initialized

task model, C: number of cycles in active learningN : number of sam-
plings;
Output: Final learned parameters ofT;
1. for i=1to C do

2:  train T with D,

3: for x; in Dy do

4 V = T(Xj)

5: indicator; = UIG(V)
6 if (indicator; is top-N) then
7 yi = ORACLE (xj)
8 DL = DL +(Xi;yi)
9: Dy =Dy X

10: end if

11: end for

12: end for

pool.
By repeating this process, high performance can be achieved with minimal
annotation cost. The sampling ow using UIG is also detailed in Algorithmil.
Our contributions are the following:

1. We propose a model that can reduce annotation costs more e ectively
in terms of accuracy and time than traditional methods.

2. We demonstrate that deep learning models are not necessary for ac-
tive learning in semantic segmentation, achieving more e cient active
learning without requiring additional training to calculate uncertainty
indicators.
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3.2 Uncertainty Indicator Generator

We de ned UIG based on the hypothesis that the contribution in SRAAL ¥]
is more in OUI than in VAE. In SRAAL [Z], OUl is used to relabel the
discriminator, which is the same as distilling the discriminator at the output
of OUI. In other words, the contribution that represents uncertainty can be
found in the OUI.

UIG can be used for multi-label classi cation in addition to the usual one-
class classi cation task. The fundamental idea behind both UIG is the same:
to compute uncertainty by using least con dent and margin sampling. Least
con dent is a method of selecting images in which the maximum value &f
is the smallest, and margin sampling is a method of selecting images in which
the di erence between the maximum value oY and the second largest value
of V is the smallest. It is designed to express the uncertainty of each image
in the unlabeled pool with a specic importance using continuous values
in the range [0, 1). The UIG calculates the uncertainty indicators based
on the prediction vectors of the task model (image classi er and semantic
segmentation model). Speci cally, in the case of image classi cation, the
prediction is a probability vector for each category. In segmentation, each
pixel has a probability vector, and the prediction vector is the average value
of each probability vector. The calculation of the uncertainty indicator can
be formulated as

MINVar( V)
Var(v)
where xy is the unlabeled image, and/ = p(xyjD_) is the probability
vector of xy based on the trained task model in the current labeled pod, .
Assuming that the number of classes i€, MINVar( V) can be formulated as

Indicator(xy) =1 max(V); (3.1

MINVar( V) = Var( V9

1 2 1 max(V)
c max(V) +(C 1) c c 1

Ol

(3.2)
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MINVar( V) is the variance of the vectorV% where the topm elements
are the same a¥/, and the otherC 1 elements are 1 max(V)=(C 1).

VYis a vector where all elements have the same value except for the maxi-
mum, which equals the maximum oWV . Therefore, MINVar(V)=Var(V) rep-
resents the concentration of a probability distribution and can be viewed as
margin sampling. The more the value o AR(V) deviates fromMINV AR (V),
the higher the uncertainty is consideredmax(V) indicates that the lower the
maximum value, the higher the uncertainty, representing the least con dent
metric. From this, we can see that the uncertainty metric has the following
characteristics: it ranges between [0,1), is negatively correlated with the max-
imum probability value, and is negatively correlated with the concentration
of the probability distribution. In essence, it estimates the uncertainty of
an image from the perspectives of least con dent and margin sampling. An
uncertainty metric close to 1 implies higher image uncertainty and a higher
likelihood of being selected.

As a concrete example, take the three-class classi cation of dogs, cats,
and tigers. Consider that the output of the task model for a certain image is
[0:6;0:1; 0:3]. In this case,V = [0:6;0:1;0:3], V34s[0:6;0:2; 0:2]. SinceV AR
is the variance ofV and MINV AR is the variance ofV® they are Q042
and 0036, respectively. Additionally, max(V) is the maximum value ofV,
which is 06. Applying these values to EquatiorB.1, we obtain an uncertainty
indicator of 0:49. If this is calculated for an image such ag = [0:4; 0:4; 0:2],
where it is not known whether the image is of a dog or a cat, the indicator
is obtained as @0, which can be regarded as high uncertainty.

3.3 Experiment Overview of Active Learning

In this study, the proposed method was compared against ve types of sam-
pling methods: VAAL [2(], SRAAL [Z], TA-VAAL [ 23], Entropy [3(], and
random sampling. Furthermore, to verify that the proposed method can
select more uncertain images than conventional methods, a comparison be-
tween the uncertainty metric and actual losses is conducted.
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Additionally, the execution speeds for each dataset are measured and
compared with VAAL [2(] and SRAAL [Z].

Experiments are also conducted using 2D data created with the make-
moons library from scikit-learn P(] to examine whether samples near the
decision boundary can be e ectively selected.

The dataset was initially randomly sampled such that 10% of the data
was labeled and the remaining 90% was unlabeled, marking the beginning
of the experiment. Subsequently, sampling was conducted in 5% increments
until the labeled data constituted 40% of the total dataset. A comparison
of accuracy between each sampling method was performed at each sampling
increment.

The experiments were conducted ve times each, and the average of the
results was taken as the nal value. The evaluation metric used was the
mean Intersection over Union (mIOU).

The Cityscapes dataset]] was used in the experiments. For training the
model, the image size was resized from 10242048 - 3 to 688 - 688 - 3,
with 2975 images used for training and 500 images for testing. Cityscapes is
annotated with 34 classes, including ambiguous classes, which were reduced
to 19 classes for clarity.

To verify the selection of samples near decision boundaries, a binary clas-
si cation 2D dataset was generated using the makemoons library from scikit-
learn [2(], as shown in Figure3.5. The noise option was set to 0.2, and the
sizes of the labeled and unlabeled datasets were each set to 500 samples.
From 500 unlabeled samples, 30 samples were selected.

For training in semantic segmentation, a Dilated Residual Network (DRN)J1]
was used, and the model was trained over 100 epochs. The optimizer used
was Adam, with a learning rate of 0.0003, and the loss function speci ed
was Cross-entropy loss. Data augmentation was performed using only Ran-
domHorizontalFlip.

For the experiments in SectiorB.4.1, a simpli ed dataset was used; there-
fore, a simplied model was also employed. The task model consisted of
a three-layer perceptron with a learning rate of 0.1 and used SGD. The
SRAAL's VAE employed two-layer MLPs with ReLU for both the encoder
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and decoder, and a two-layer MLP for the discriminator. Adam was used
for both the VAE and the discriminator. All experiments were set to 100
epochs. No hyperparameters were needed for the generation of the uncer-
tainty metric.

3.4 Experiment Results of Active Learning

Experimental results are shown in Figure8.2 When training on the entire
Cityscapes dataset 1] using the DRN P1], the mloU reaches 58.14%. With
the proposed method using the same task model on 70% of the data, a mloU
of 56.72% is achieved. A random sampling of 70% of the data results in a
mloU of 54.98%, which is almost equal to the mloU obtained with 30% sam-
pling using the proposed method. Moreover, the conventional method VAAL
achieves a mloU of 56.10% with 70% of the data, which is close to the 50%
value of the proposed method. From this, it can be inferred that the pro-
posed method demonstrates superior performance in semantic segmentation
compared to traditional methods.

The results for Cityscapes shown in Figur&.3 seem to indicate a de-
crease in mloU as sampling progresses, compared to other datasets. This is
likely because sampling up to 70% in Cityscapes results in outcomes closer
to random sampling than in other datasets.

After conducting 5 rounds of 50% sampling, a comparison of the aver-
age loU for each class obtained through random sampling and the proposed
method is presented in Tabl&.1 Also, the average, minimum, and maximum
loUs for each class in random sampling are shown in Tal®e2

Results in Table3.1reveal that the proposed method achieved higher loUs
in 17 out of 19 classes compared to random sampling (the exceptions being
the "Road" and "Fence" classes). Moreover, while the average of the max-
imum values for each class was 53.07, the average for the proposed method
was 52.90, indicating that the proposed method is conducting near-ideal sam-
pling.

Furthermore, a qualitative comparison between the results of training
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with all images in Cityscapes and training with 50% of the data sampled
using the proposed method is presented in Figu®4. Using the proposed
method allows for nearly the same outcomes with only half the data compared
to using all the data.

These quantitative and qualitative comparisons thus demonstrate the su-
periority of the proposed method.
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Figure 3.2 Comparison of methods on Cityscapes dataset [

Figure 3.3 Improvements over random sampling by each method on
Cityscapes dataset [ 1].
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Table 3.1 Comparison of class-wise IoU between the proposed

method and random sampling on Cityscapes dataset |

Class Random50% | Proposed50%)| Occurrence
Road 93.75 92.04 96
Sidewalk 65.69 67.90 92
Building 79.06 83.82 98
Wall 22.83 27.68 39
Fence 27.52 27.26 37
Poll 27.77 32.14 99
Tra c light 32.33 46.37 60
Tra c sign 45.89 52.87 96
Vegetation 84.46 88.15 96
Terrain 30.00 32.89 47
Sky 85.26 89.28 91
Person 40.18 55.92 82
Rider 21.25 28.84 48
Car 80.70 83.53 97
Truck 19.67 19.96 21
Bus 29.21 46.36 17
Train 42.01 46.61 2
Motorcycle 20.90 30.76 11
Bicycle 42.82 52.77 65
AVERAGE 46.91 52.90 -
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Table 3.2 Average, minimum, and maximum loU for each class from
ve trials of 50% random sampling on Cityscapes

dataset [ 1].

Class Average Min Max

Road 93.75 91.36 94.66
Sidewalk 65.69 64.56 66.60
Building 79.06 77.53 83.58
Wall 22.83 19.91 28.11
Fence 27.52 26.32 29.16
Poll 27.77 25.86 30.83
Tra c light 32.33 28.64 42.76
Tra c sign 45.89 43.39 50.16
Vegetation 84.46 83.10 88.00
Terrain 30.00 27.87 35.84
Sky 85.26 82.92 90.44
Person 40.18 35.29 54.52
Rider 21.25 14.25 25.59
Car 80.70 79.06 84.42
Truck 19.67 11.13 27.78
Bus 29.21 25.29 34.78
Train 42.01 31.97 62.79
Motorcycle 20.90 16.39 25.23
Bicycle 42.82 38.56 53.07
AVERAGE 46.91 43.34 53.07
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Figure 3.4 Qualitative evaluation on Cityscapes datset | ]- The left
image shows the ground truth labels, the center image shows the
results of training with all images, and the right image shows the
results of training with 50% of the data sampled using the
proposed method. Using the proposed method, nearly the same
outcomes are achieved with only half the amount of annotations as
when training with all images.
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Figure 3.5 Visual results of active learning methods. SRAAL [Z], our
UIG) on a toy example. The red points represent classes with 0,
and blue points with 1. The black faction marks are the samples
selected by each method. The oracle decision boundary is shown as
a black dashed line. We trained on 500 samples and selected 30
samples from the 500 unlabeled samples. It can be seen that the
proposed method is able to select samples near the decision
boundary better than SRAAL.

3.4.1 Analysis of Selected Samples

Figure 3.5 shows which samples were selected in the two-dimensional dataset
for SRAAL and the proposed method. The samples selected for SRAAL are
spread over the whole area, whereas the proposed method selects samples
close to the decision boundary line. Our method aims at e cient annotation

by selecting samples near the decision boundary, and Figudes shows that

our method selects samples closer to the decision boundary than conventional
methods.

3.4.2 Analysis of Uncertainty Indicator

Using the CIFAR-10 dataset PZ], graphs with actual loss on the X-axis and
the uncertainty metric of each method on the Y-axis are presented in Fig-
ure 3.6 for SRAAL, Figure 3.7 for Entropy, and Figure 3.8 for the proposed
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Figure 3.6 Relationships between actual loss (X-axis) and
uncertainty metric (Y-axis) for SRAAL [ ]

method. Points selected during a 5% sampling after training with a ran-
domly chosen 10% of the outputs are marked in red. In Active Learning, the
goal is to sample data with high actual loss from unlabeled data, and it is
desirable to have an uncertainty metric that correlates with actual loss. In
these gures, ideally, points on the right side (those with high actual loss)
should be sampled. SRAAL, as shown in Figur8.6, selects images from
a broad range of losses, from low to high, whereas the proposed method,
as seen in Figure3.8, is able to select images with high loss. Furthermore,
the correlation coe cients between loss and uncertainty metrics are 0.01 for
SRAAL, 0.07 for Entropy, and 0.43 for the proposed method, indicating that
the proposed method has the highest correlation. Therefore, it can be con-
cluded that the proposed method provides better performance in measuring
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Figure 3.7 Relationships between actual loss (X-axis) and
uncertainty metric (Y-axis) for entropy.

uncertainty compared to traditional methods.

3.4.3 Comparison of Model Computational Complex-

ity
A comparison of execution times for the Active Learning pipeline has been
conducted using previous studies as benchmarks. The experiments were per-
formed on an NVIDIA GeForce RTX 2080Ti. VAAL [2(] required 30 1CP
seconds, and SRAAL]] took 7:0 10° seconds, whereas the proposed method
completed the pipeline in just 13 10° seconds. Additionally, the memory
required for sampling on the CIFAR-10 dataset with a batch size of 128 was

4114 MiB for the proposed method, compared to 5586 MiB for both VAAL
and SRAAL.
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Figure 3.8 Relationships between actual loss (X-axis) and
uncertainty metric (Y-axis) for the proposed method.

3.5 Limitation

In recent years, active learning has required considerable time to train mod-
els, making it often faster to simply perform annotations directly. We pro-
posed a method that does not require training beyond the task model itself,
solving this issue. We consider our approach to be optimal within the con-
text of active learning. However, semi-supervised and unsupervised learning
methods have been producing good results recently, and the potential im-
provements in accuracy through active learning are modest in comparison,
with our proposed method being no exception. While active learning selects
e ective images from unlabeled data, these methods utilize all images for
learning. Active learning is particularly suited to physically costly cases like
semantic segmentation, whereas semi-supervised and unsupervised learning
often t cases requiring specialized knowledge, such as medical image diag-
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nosis. Moving forward, it is necessary to explore integrating Active Learning
with these methods to develop approaches that are practical for real-world
applications.

3.6 Conclusion

In order to select the most informative sample from an unlabeled pool, we
proposed a model to derive the most informative unlabeled sample from
the output of the task model, a UIG. Experimental results show that the
proposed method can select images with higher loss than the conventional
method, and the annotation cost can be reduced by minimizing the amount
of labeled data that is used. The proposed method outperforms the current
SoTA method by 1% accuracy in CIFAR-10. We also succeeded in reducing
the execution time of the models by about 90% for CIFAR-10 and CIFAR-
100, about 50% for Cityscapes, and about 80% for CelebA, as compared to
the conventional methods.

In this study, we have shown the superiority of our method for images,
but we believe that it can also be applied to more advanced tasks, such as
video. We will also consider useful methods for combining active learning
with semi-supervised and unsupervised learning for real-world applications.
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Chapter 4

E ciency of Annotation
through Unsupervised Domain
Adaptation

While active learning can enhance annotation e ciency in semantic segmen-
tation, it still requires annotations. Semantic segmentation, which involves
assigning class labels to every pixel in an image, is notably costlier in terms of
annotation compared to other tasks. Therefore, we propose a method using
uncertainty for unsupervised domain adaptation, which requires no annota-
tions at all. Unsupervised domain adaptation aims to adapt models trained
on synthetic data to real-world data without the need for costly real image an-
notations, as shown in Figuret.1 This approach can achieve accuracies com-
parable to supervised learning while reducing annotation costsd 54, 56].
The training data consists of images and labels generated by a game engine,
eliminating the need for manual annotation. However, when traditional su-
pervised learning is applied directly to the source data (synthetic data), the
performance signi cantly degrades due to the domain discrepancy with the
target data (real images).

Recent approaches in unsupervised domain adaptation utilize pseudo-
labels of the target domain $5 to train the network, thereby acquiring the
target domain characteristics $3[54]. Pseudo-labels are generated from the
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Figure 4.1 Overview of unsupervised domain adaptation. Training is
performed on synthetic data that does not require annotation, and
evaluation is performed on real images

model's predictions, assuming as correct those pixels where the predicted
values exceed a threshold. The proposed method introduces an uncertainty
loss that represents uncertainty at the pixel level for the target data, opti-
mizing even for pixels with low con dence. Unlike pseudo-labels that con-
strain high-con dence pixels to maintain their con dence, uncertainty loss
imposes constraints to increase the con dence of low-certainty pixels. There-
fore, uncertainty loss can enhance robustness to noise not present in the
source domain and improve the classi cation of similar classes.

While entropy has traditionally been used to measure uncertainty>],
it does not consider the probabilities of other classes, focusing only on in-
dividual class values. This thesis employs variance to consider the relative
magnitudes between all class values. By accounting for the relationships be-
tween class values, the method can express uncertainty in more scenarios
than methods that do not. For instance, where the probability vector for
all classes is below=g entropy encourages learning to reduce all class val-
ues, whereas the proposed method encourages increasing the certainty of the
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Figure 4.2 Model of the proposed method in unsupervised domain
adaptation. Red arrows indicate the path of target data, while
blue arrows represent the path of source data.

more reliable classes within the vector.

In this study, we reduce annotation costs by minimizing the uncertainty
calculated from model outputs as a loss using a new unsupervised domain
adaptation method, and enhance existing unsupervised domain adaptation
methods by adding this approach, thereby creating a more robust model for
the target domain and achieving state-of-the-art results.

4.1 Overview of Proposed Unsupervised Do-
main Adaptation

Unsupervised domain adaptation aims to adapt models trained on synthetic
data to real-world data without the need for costly annotations on actual
images. The training data comprises images and correct labels generated
by a game engine, thereby eliminating the need for manual annotation. As
shown in Figure 4.2, the red arrows indicate the path of the target data,
while the blue arrows represent the path of the source data. In unsupervised
domain adaptation, the labeled source data is trained in a manner similar to
supervised learning. Simultaneously, for the unlabeled target data, pseudo-
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labels are created based on the model's outputs, and these pseudo-labels are
used as teachers for learning. In this study, for the target data, in addition

to the loss from pseudo-labels, an uncertainty loss proposed in this study is
added. The uncertainty loss constrains the model to generate high-con dence
predictions by minimizing the uncertainty of the predictions, complementing
the pseudo-label loss, which uses high-con dence pixels.

When creating pseudo-labels, only pixels whose maximum prediction val-
ues exceed a threshold are used; however, by introducing uncertainty loss,
high-con dence predictions are encouraged across all pixels. While pseudo-
labels aim to increase the certainty of already high-con dence pixels, uncer-
tainty loss aims to increase the certainty of less con dent pixels. Therefore,
by employing uncertainty loss, the model is expected to become more robust
to noise and classi cation of similar classes that might not be present in the
source domain.

Our contributions are the following:

1. We propose a novel uncertainty-based loss for unsupervised domain
adaptation that does not require costly annotation of real images.

2. We design the proposed method to complement the loss from pseudo-
labels, achieving more accurate and robust semantic segmentation than
conventional entropy-based loss methods.

4.2 Uncertainty Loss

De ne the uncertainty loss applied to unsupervised domain adaptation in
semantic segmentation. Let the output image of the model be denoted as
and let V;; be the probability vector at the pixel located at rowi and column
j of x. The uncertainty loss for this pixel can be formulated as follows.

XX MINVar( Vi; )

Luncertainty (X) =
uncertainty ( ) HW - Var(\/l,])

max(Vi;)  (4.1)
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Additionally, MINVar( V;; ) can be formulated as follows.

[
1 1 ? 2
MINVar(V;;j ) = c c max(Vij) +(C 1)

1 1 max(Vi)
C C 1
(4.2)
MINVar( V;; ) is the variance of a vector of lengthC, where the max-
imum value is the same asVjj, and the remainingC 1 elements are
1 max(V)=C 1).
This proposed uncertainty loss has the following two characteristics:

1. Pixel-wise self-learning: By calculating the uncertainty loss for all
pixels, it is possible to optimize even for pixels that are more likely to
be uncertain, such as near the boundaries between objects.

2. Class-wise uncertainty: By proposing an alternative to entropy for
uncertainty, it becomes possible to consider the relative magnitudes of
predictions across all classes, allowing for the representation of uncer-
tainty in a greater variety of patterns.

4.3 Experiment

Comparisons are conducted by adding uncertainty loss to previous studies,
HRDA [54] and DAFormer [5Z]. The source data used are GTA-59] and
Synthia [94], with Cityscapes [.] utilized as the target data. The evaluation
metric employed is mIOU. Experiments are also conducted using entropy as
a loss component, with a coe cient of 0.01 for uncertainty loss and 0.001 for
entropy loss. The results presented are the averages of three experimental
runs.

The results of experiments conducted using multiple methods and dataset
combinations are presented in Tabld.1 For the GTA5 [97 to Cityscapes 1]
scenario, applying uncertainty loss to DAFormer 43] increased 1.2 mloU,
and applying it to HRDA [54] increased 0.4 mloU. For the Synthia/] to
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Figure 4.3 Results of qualitative comparison in unsupervised domain
adaptation.

Cityscapes [] scenario, applying uncertainty loss to DAFormer 53] increased
0.9 mloU, and applying it to HRDA [54] increased 0.4 mloU. Additionally,
comparing the results of applying entropy to HRDA with those of the pro-
posed uncertainty loss, entropy showed no change in mloU, while the pro-
posed method resulted in an improvement of 0.4.

Qualitative results are shown in Figure4.3. It can be observed that
the model has become more robust to challenging classes such as buses and
grati on walls.

4.4 Conclusion

By using the uncertainty introduced in active learning as a loss in unsuper-

vised domain adaptation, the model generates higher-con dence predictions
than when trained solely with pseudo-labels, achieving more robust and accu-
rate semantic segmentation results compared to traditional methods. Future

work is expected to explore di erent uses of uncertainty, such as incorporat-

ing it into the generation of pseudo-labels.
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Chapter 5

Applying Pre-trained Di usion
Models to Semantic
Segmentation

While active learning and unsupervised domain adaptation can improve an-
notation e ciency, semantic segmentation still requires extensive annotations
and training. In addition, since supervised learning relies on a pre-de ned set
of categories, detecting extremely rare or even completely new classes during
prediction becomes virtually impossible.

In this study, we address these limitations by combining two related tasks,
namely unsupervised and open-vocabulary semantic segmentation. Unsuper-
vised semantic segmentatior3| 59, 66] avoids costly annotation by leveraging
representations obtained through a model 1), 58 which has been trained
on a di erent task. On the other hand, open-vocabulary semantic segmenta-
tion [3, 60, 67, 100, 107] allows recognizing a wide array of categories through
natural language and is not bound to a pre-de ned set of categories. To inte-
grate these two approaches, we leverage the internal feature space as well as
the attention maps of a pre-trained Stable Di usion model [5]. We propose
new training, annotation-free open-vocabulary semantic segmentation meth-
ods, MaskDi usion and Unsupervised MaskDi usion by using a pre-trained
Stable Di usion model [15].
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Figure 5.1 Comparison of MaskDi usion with previous method

MaskCLIP [ 3] on a Cityscapes [ 1] image. k-means clustering
on the internal features of the Di usion U-Net (a) shows that each
determined cluster roughly partitions the image according to some
classes, indicating that the semantic information is well preserved.
MaskDi usion (b) yields well-partitioned segments consistent with
the shape of the object and exhibits minimal noise. In comparison,
MaskCLIP [3] (c) results in smaller and noisy segments.

In this study, we analyze the internal features of pre-trained di usion
models to explore their potential applications in semantic segmentation, pro-
pose a new method that achieves e ective segmentation without additional
training or annotation, and demonstrate the superiority of our method over
conventional techniques in performing open vocabulary semantic segmenta-
tion across various image domains.

5.1 Overview of the Proposed Method

Di usion models, trained on large datasets and in uenced by text embed-
dings from extensive pre-trained visual-language models like CLIP1], have
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achieved signi cant success in the eld of image generation. These di usion
models have acquired a broad understanding of open-vocabulary concepts
and are believed to be particularly useful for dense prediction tasks such
as semantic segmentation. In ODISEG[], the internal features of a frozen

di usion model are utilized for open-vocabulary panoptic segmentation with
additional training. Based on these observations, this research further in-
vestigates the use of di usion model internals in semantic segmentation and
proposedViaskDi usion , which achieves e ective segmentation without ad-
ditional training.

The strengths of our MaskDi usion are manifold. First, it eliminates
the need for pixel-by-pixel annotations typically required by popular seman-
tic segmentation techniques. Second, it can segment any class of objects,
distinguishing it from traditional di usion-based methods [0, 76, 87).

In MaskDi usion, compared to traditional CLIP-based methods §, 7],
applying a diusion model trained on 5B larger datasets allows for bet-
ter prediction of less frequent classes and new classes while CLIF] [is
trained on 2B dataset. Additionally, CLIP [11] is trained to match images
with corresponding text and does not inherently train at the pixel level. As
demonstrated in methods like MaskCLIP ] and GEM [7], segmentation is
achieved by obtaining patch-level features without using the nal attention
pooling layer in CLIP [11]. In contrast, di usion models generate images and
calculate loss at the pixel level, making them more suitable for segmentation
tasks. Especially for minor classes, diusion models are particularly e ec-
tive due to their ability to model diverse and detailed aspects of images at
the pixel level. This capability stems from the iterative training process to
denoise images, enabling the models to capture nuances and variations that
might be overlooked by models not focused on pixel-level delity, such as
CLIP [11]. [107] also mentions that di usion models are particularly e ective
in attribute binding tasks, which are challenging for CLIP [ 1], demonstrat-
ing that di usion models can integrate multiple pieces of information and
understand more complex scenarios and abstract concepts.

As shown in Figure5.1, applying k-means clustering on the internal fea-
tures of the U-Net in Stable Difusion already provides a rough yet consistent
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segmentation, whereas MaskCLIP3] fails to uniformly segment the image.
We are able to further improve segmentation results leveraging internal fea-
tures with our proposed MaskDi usion.

In addition, based on the observation that internal features are useful for
segmentation, we propose an unsupervised segmentation method, called
supervised MaskDi usion . Unsupervised MaskDi usion, unlike MaskD-

i usion, operates solely on image inputs without requiring class candidate

prompts. This is why it is "Unsupervised”. Unsupervised MaskDi usion

can segment objects of the same class by spectral clusteririy Fomputing

a Laplacian matrix from the similarity between pixels of internal features.
Our contributions are the following:

1. We analyze the internal features of di usion models and show that they
are useful for semantic segmentation under the concept of no training.
The results of k-means classi cation of internal features are comparable
to those of unsupervised mloU, a conventional unsupervised segmenta-
tion method.

2. We introduce MaskDi usion and Unsupervised MaskDi usion achiev-
ing compelling segmentation results for all categories in the wild with-
out any additional training.

3. MaskDi usion model outperforms GEM [/] by 10.5 mloU on the Pots-
dam dataset [j], demonstrating the superior segmentation performance
of our proposed approach. Moreover, the Unsupervised MaskDi usion
model surpasses the performance of Di Segd by 14.8 mloU on the
COCO-Stu dataset [9], as measured by unsupervised mloU.

5.2 Method

Our research attempts to explore the applicability of di usion models to
semantic segmentation. We begin with a brief introduction to the architec-
ture of di usion models in Sec5.2.], followed by a detailed description of
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the proposed MaskDi usion in Sed.2.2and Unsupervised MaskDi usion in
Sec5.2.3

5.2.1 Diusion Model Architecture

Stable Di usion [15] follows the two processes in diusion models, namely

the di usion process and the inverse di usion process. The former involves

the introduction of Gaussian noise to a clean image, while the latter employs
a single UNet architecture to eliminate the noise and restore the original

image. The diusion and inverse di usion processes each consist of 1000
steps, and a single UNet is responsible for all time steps. During training,

we estimate the noise as

Liom = By N @t K (z:t (YK ; (5.1)

wherex is the input image, z and "(x) are the latent images, is the noise
sampled from a normal distributionN (0; 1), t is the time step,y is the text
prompt, is a pre-trained text encoder and (z;t; (Yy)) is the predicted
noise, which is the output of the UNet.

A signi cant aspect of Stable Diusion [15] lies in the utilization of a
trained CLIP [11] as the text encoder, facilitating the conversion of textual
inputs into corresponding vectors. Embedding these vectors into the UNet
architecture enables the integration of text-based conditioning during the
denoising process, achieved through cross-attention mechanisms. To pre-
processy, the text prompt, is introduced as a text encoder that projects
y to an intermediate representation (y) 2 RM 9 | which is then mapped
to the intermediate layers of the UNet via a cross-attention layer. Here
M represents the number of tokens in the text prompt, andl denotes the
dimensionality of the text features. Attention consists of three vectors: query
(Q), key (K ), and value (V), and is de ned as
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Figure 5.2 High-level overview of our MaskDi usion architecture.
MaskDi usion uses a frozen pre-trained di usion model. The UNet
is given latent images compressed by a VAE as well as text
prompts embedded by CLIP. The prompts are the names of all the
potential classes to be segmented. The output of each layer of the
U-Net is extracted as a concatenated internal featuref and a
cross-attention map, which are subsequently post-processed into a
segmentation image.

Q=Wy i@k =w  rv=wy ()
T
softmax Qp% V; (5.2)

whered is the scaling factor,N is the number of tokens in the input sequence,

i(z) 2 RN 9 is a (attened) intermediate representation of the UNet im-
plementing and W\(,i) 2 Rd di,Wg) 2 Rd d ,WP((i) 2 RY 9 are projection
matrices. The query is a vector created from the input image, while the key
and value are created from the text vector.

Attention( Q; K; V)

5.2.2 MaskDi usion

Figure 5.2 shows our proposed method which we call MaskDi usion, a novel
approach that leverages a pre-trained di usion model as a semantic segmen-
tation model, eliminating the need for additional training. MaskDi usion
leverages the observation that the intrinsic features extracted from the in-
ternal layer of the UNet in Stable Di usion [15] inherently contain semantic
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Figure 5.3 Overview of the post processing step. This post-processing
module mathematically transforms the internal featuresf using the
cross-attention map. First, a representativef is computed for each
category through a weighted average of based on the values of the
cross-attention map. In the next step, we determine the semantic
segmentation result by evaluating the cosine similarity betweenf
and the representativef for each category and then assign each
to the category that has the closest similarity.

information, as demonstrated in the experimental results outlined in Sec-
tion 5.2.5 For each pixel of the input image we obtain an internal feature,
denoted asf 2 R19%4 by upsampling and combining the output of the inter-
nal layers as follows,

fi = UNetLayer;(xi; (9));
f = Concatenate(fy;:::;fn); (5.3)

wherex; denotes the input to the internal UNet layer,s represents the prompt
and n is the number of internal UNet layers. Note thatxg is the input image
and x; and beyond are the output of previous layers.

Due to its high dimensionality, determining the class of each pixel solely
based onf proves to be a challenging task. Therefore, we propose to incor-
porate the information contained in the cross-attention maps in the UNet
architecture into f in order to assign a class to each pixel.
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T
Cross-attention mapQ;K) = Qp% (5.4)

We de ne the cross-attention map as shown in Equatiob.4 based on the
de nition of the cross-attention in Equation 5.2 Note that we do not use the
softmax function in Equation 5.4 as it introduces undesirable normalization
across classes, which disrupts the intrinsic relationship between pixels and
consequently leads to poorer performance.

The cross-attention map is calculated fron® and K. As shown in Equa-
tion 5.2, Q is generated from image features, and is generated from text
inputs (category candidates), allowing class labels to be assigned to the cross-
attention.

Cross-attention establishes a relationship between the textual input prompts,
which include the category names for segmentation, and the pixel-wise fea-
tures of the image. In essence, the cross-attention map can be viewed as a
preliminary semantic segmentation map, highlighting areas of potential ob-
ject localization. However, using the cross-attention map as a standalone
solution does not lead to accurate results. Instead, we leverage the cross-
attention map in combination with the extracted high-dimensional internal
features,f, to assign each pixel a corresponding class.

Next, we explain how to incorporate the information of the cross-attention
map into the internal featuresf 2 R1924 H W ag jllustrated in Figure 5.3
First, we compute a representative internal featurd. 2 R1924 for each cat-
egory ¢ through a weighted average based on the valueg,n, 2 R of the
cross-attention map for each pixel positionr(, m), as follows:

1 X X
fe= A acnm fom; Ac= dcnm (5.5)

c . .
n;m n;m

In the subsequent step, the semantic mag 2 R" W is obtained by
calculating the cosine similarity for each pixel positionr{, m) between the
internal feature vector and the representative featurd. for each class and
subsequently assigning the class with the highest similarity. Mathematically,
this process is described as
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